Semi-Automated Semantic Annotation of the Biomedical
Literature

Fabio Rinaldi

Institute of Computational Linguistics, University of Zurich
fabio.rinaldi@uzh.ch

Abstract. Semantic annotations are a core enabler for efficient retrieval of relevant infor-
mation in the life sciences as well in other disciplines. The biomedical literature is a major
source of knowledge, which however is underutilized due to the lack of rich annotations that
would allow automated knowledge discovery.

We briefly describe the results of the SASEBio project (Semi Automated Semantic Enrich-
ment of the Biomedical Literature) which aims at adding semantic annotations to PubMed
abstracts, in order to present a richer view of the existing literature.

1 Introduction

The scientific literature contains a wealth of knowledge which however cannot be easily used
automatically due to its unstructured nature. In the life sciences, the problem is so acutely felt that
large budgets are invested into the process of literature curation, which aims at the construction
of structured databases using information mostly manually extracted from the literature. There
are several dozens of life science databases, each specializing on a particular subdomain of biology.
Examples of well-known biomedical databases are UniProt (proteins), EntrezGene (genes), NCBI
Taxonomy (species), IntAct (protein interactions), BioGrid (protein and genetic interactions),
PharmGKB (drug-gene-disease relations), CTD (chemical-gene-disease relations), and RegulonDB
(regulatory interactions in E. coli).

The OntoGene group! aims at developing text mining technologies to support the process of
literature curation, and promote a move towards assisted curation. By assisted curation we mean a
combination of text mining approaches and the work of an expert curator, aimed at leveraging the
power of text mining systems, while retaining the high quality associated with human expertise.
We believe that it is possible to gradually automate much of the most repetitive activities of the
curation process, and therefore free up the creative resources of the curators for more challenging
tasks, in order to enable a much more efficient and comprehensive curation process. Our text
mining system specializes in the detection of entities and relationships from selected categories,
such as proteins, genes, drugs, diseases, chemicals. OntoGene derives some of its resources from
life sciences databases, thus allowing a deeper connection between the unstructured information
contained in the literature and the structured information contained in databases. The quality of
the system has been tested several times through participation in some of the community-organized
evaluation campaigns, where it often obtained top-ranked results. We have also implemented a
platform for assisted curation called ODIN (OntoGene Document INspector) which aims at serving
the needs of the curation community. The usage of ODIN as a tool for assisted curation has been
tested within the scope of collaborations with curation groups, including PharmGKB [7], CTD
[8], RegulonDB [5].

Assisted curation is also of utility in the process of pharmaceutical drug discovery. Many text
mining tasks in drug discovery require both high precision and high recall, due to the importance
of comprehensiveness and quality of the output. Text mining algorithms, however, cannot often
achieve both high precision and high recall, sacrificing one for the other. Assisted curation can
be paired with text mining algorithms which have high recall and moderate precision to produce
results that are amenable to answer pharmaceutical problems with only a reasonable effort being
allocated to curation.

! http:/www.ontogene.org/
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Methods

The Ontogene system is based on a pipeline architecture (see figure 1), which includes, among
others, modules for entity recognition and relation extraction. Some of the modules are rule-based
(e.g. lexical lookup with variants) while others use machine-learning approaches (e.g. maximum en-
tropy techniques). The initial step consists in the annotation of names of relevant domain entities in
biomedical literature (currently the system considers proteins, genes, species, experimental meth-
ods, cell lines, chemicals, drugs and diseases). These names are sourced from reference databases
and are associated with their unique identifiers in those databases, thus allowing resolution of
synonyms and cross-linking among different resources.
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Fig. 1. Schema of the OntoGene pipeline

One of the problems with sourcing resources
from several databases is the possible inconsisten-
cies among them. The fact that domain knowledge
is scattered across dozens of data sources, occa-
sionally also with some incompatibilities among
them, is a severe problem in the life sciences. Ide-
ally these resources should be integrated in a sin-
gle repository, as some projects are attempting
to do (e.g. OpenPhacts [16]), allowing querying
within an unified platform. However, a deep inte-
gration of the information provided by the scien-
tific literature and the content of the databases is
still missing.

We train our system using the knowledge pro-
vided by life sciences databases as our gold stan-
dard, instead of hand-labeled corpora, since we
believe that the scope and size of manually anno-
tated corpora, however much effort has been in-
vested in creating them, is not sufficient to capture
the wide variety of linguistic phenomena that can
be encountered in the full corpus of biomedical lit-
erature, let alone other types of documents, such
as internal scientific reports in the pharma indus-
try, which are not represented at all in annotated
corpora. For example, PubMed currently contains
more than 23 million records, while the entire
set of all annotated publications probably barely
reaches a few thousands, most of them sparsely
annotated for very specific purposes.

We generate interaction candidates using co-
occurence of entities within selected syntactic
units (typically sentences). An additional step of
syntactic parsing using a state-of-the-art depen-
dency parser allows us to derive specialized fea-
tures in order to increase precision. The details of
the algorithm are presented in [14]. The informa-
tion delivered by the syntactic analysis is used as
a factor in order to score and filter candidate in-
teractions based on the syntactic fragment which
connects the two participating entities. All avail-
able lexical and syntactic information is used in
order to provide an optimized ranking for candi-
date interactions. The ranking of relation candi-

dates is further optimized by a supervised machine learning method described in detail in [2].
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Results

The OntoGene annotator offers an open architecture allowing for a considerable level of customiza-
tion so that it is possible to plug in in-house terminologies. We additional provide access to some of
our text mining services through a RESTful interface.? Users can submit arbitrary documents to
the OntoGene mining service by embedding the text to be mined within a simple XML wrapper.
Both input and output of the system are defined according to the BioC standard [4]. However,
typical usage will involve processing of PubMed abstracts or PubMed Central full papers. In this
case, the user can provide as input simply the PubMed identifier of the article. Optionally the user
can specify which type of output they would like to obtain: if entities, which entity types, and if
relationships, which combination of types.

The OntoGene pipeline identifies all relevant entities mentioned in the paper, and their interac-
tions, and reports them back to the user as a ranked list, where the ranking criteria is the system’s
own confidence for the specific result. The confidence value is computed taking into account sev-
eral factors, including the relative frequency of the term in the article, its general frequency in
PubMed, the context in which the term is mentioned, and the syntactic configuration among two
interacting entities (for relationships). A detailed description of the factors that contribute to the
computation of the confidence score can be found in [14].

The user can choose to either inspect the results, using the ODIN web interface, or to have
them delivered back via the RESTful web service in BioC XML format, for further local process-
ing. ODIN (OntoGene Document Inspector) is a flexible browser-based client application which
interfaces with the OntoGene server. The curator can use the features provided by ODIN to vi-
sualize selected annotations, together with the statements from which they were derived, and, if
necessary, add, remove or modify them. Once the curator has validated a set of candidate annota-
tions, they can be exported, using a standard format (e.g. CSV, RDF), for further processing by
other tools, or for inclusion in a reference database, after a suitable format conversion. In case of
ambiguity, the curator is offered the opportunity to correct the choices made by the system, at any
of the different levels of processing: entity identification and disambiguation, organism selection,
interaction candidates. The curator can access all the possible readings given by the system and
select the most accurate.

As a way to verify the quality of the core text mining functionalities of the OntoGene sys-
tem, we have participated in a number of text mining evaluation campaigns [9,3,12,13]. Some
of most interesting results include best results in the detection of protein-protein interactions in
BioCreative 2009 [14], top-ranked results in several tasks of BioCreative 2010 [15], best results in
the triage task of BioCreative 2012 [9]. The usage of ODIN as a curation tool has been tested in
a few collaborations with curation groups, including PharmGKB [10], CTD [7], RegulonDB [11].
Assisted curation is also one of the topics being evaluated at the BioCreative competitions [1],
where OntoGene/ODIN participated with favorable results. The effectiveness of the web service
has been recently evaluated within the scope of one of the BioCreative 2013 shared tasks [6].
Different implementations can rapidly be produced upon request.

Since internally the original database identifiers are used to represent the entities and interac-
tions detected by the system, the annotations can be easily converted into a semantic web format,
by using a reference URI for each domain entity, and using RDF statements to express interac-
tions. While it is possible to access the automatically generated annotations for further processing
by a reasoner or integrator tool, we strongly believe that at present a process of semi-automated
validation is preferable and would lead to better data consistency.
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ence Foundation (grant 105315 — 130558/1 to Fabio Rinaldi) and by the Data Science Group at
Hoffmann-La Roche, Basel, Switzerland.

2 http://www.ontogene.org/webservices/
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